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Presentation Notes
Alright! Let’s get started. Over the past few years, we have seen rapid progress in visual recognition, integrating vision and language, reinforcement learning, and generative models. These are fake images sampled from the model.
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Very exciting time.



Supervised Learning

Parameters we want to learn

𝐹𝐹𝜃𝜃( ) =𝑋𝑋 𝑌𝑌
Input Output 
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However, most of the successes come from supervised learning. The idea is that you have an input X and you want to predict Y. You can write this down as a function of inputs with some parameters you want to tune.



𝐹𝐹𝜃𝜃( ) = ‘Cat’
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Three-step Algorithm
Step 1. Define your input and output

Step 2. Get lots of training data

Step 3. Hack until you get good results 
Also known as Graduate Student Decent (GSD)

Presenter
Presentation Notes
We now have a general three-step algorithm for solving everything. First, define your input and outputSecond, get lots of training dataThird, hack until you get good results. Also known as graduate student decent.



Three-step Algorithm
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Also known as Graduate Student Decent (GSD)
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Presentation Notes
However, for many problems, getting lots of training data is difficult and sometimes impossible. 



Challenges in training data collection

Dataset bias

?

ChestX-ray8 [Wang et al. CVPR 2017]

Require expert annotations

Cross-city dataset [Chen et al. ICCV 2017]

Static dataset

Zurich Taipei 

Expensive and time-consuming



•Learning from simulation

•Learning from consistency

•Learning from self-supervision

Presenter
Presentation Notes
In this talk, I will give three examples of how we can learn to reconstruct the world. We can learn from simulation, frame reconstruction, and consistency constraints.
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Leveraging photorealistic rendering

DeepMVS [Huang et al. CVPR 2018]
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Presentation Notes
So the key idea of our approach is to get ground truth depth data from photorealistic rendering. Here are some samples from the game GTA5. We can pretrain the network on the synthetic data first and then finetune on real data.



DeepMVS [Huang et al. CVPR 2018]



Learning amodal perception

SAIL-VOS [Hu et al. CVPR 2019]
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Domain adaptation improves performance



GTA5 → Cityscapes 

Mean IOU Pixel Accuracy

Synthetic 22.9 71.9

Domain randomization 25.5 73.8

CycleGAN [ICCV 2017] 39.6 86.6

CyCADA [ICML 2018] 39.5 82.3

Ours 45.1 89.2
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In this talk, I will give three examples of how we can learn to reconstruct the world. We can learn from simulation, frame reconstruction, and consistency constraints.



Learning from disagreement






Show, match, and segment [Chen et al. 2019]

Input: Image collection Output 1: semantic matching

Output 2: Object co-segmentation

Key idea

The predicted geometric transformation and  
segmentation masks should be consistent!



[Zou et al. ECCV 2018]

Unlabeled videos

Output 1: Depth prediction Output 2: Motion prediction

Key idea

The estimated optical flow and ego-motion 
should be consistent!

Baseline

Ours

Input
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Supervised (Representation) Learning

Annotators Model

…
…



Self-Supervised (Representation) Learning

…
…

90 degree



Self-Supervised (Representation) Learning

• Natural language processing
• E.g., BERT: Pre-training of Deep Bidirectional Transformers for 

Language Understanding

• Arlington County is a county in the Commonwealth of Virginia, often 
referred to simply as Arlington or Arlington, Virginia. In 2016, the 
county's population was estimated at 230,050, making it the sixth-
largest county in Virginia, or the fourth-largest city if it were 
incorporated as such. It is the 5th highest-income county in the U.S. 
by median family income and has the highest concentration of singles 
in the region.
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Unsupervised, Lifelong, and Integrated
Supervised Learning
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